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ABSTRACT

Background: Artificial intelligence (AI) is becoming more integrated into healthcare, with large language models (LLMs) like ChatGPT being widely used by patients
to answer medical questions. Given the increasing reliance on Al for health-related information, it’s important to evaluate how well these models perform in
addressing common patient concerns, especially in procedural medicine. To date, no studies have specifically examined AI’s role in addressing patient questions
related to epidural steroid injections (ESIs), making this an important area for investigation.

Objective: This study examines ChatGPT’s ability to answer patient questions about epidural steroid injections (ESIs), focusing on response accuracy, readability, and
overall usefulness. Our aim was to evaluate and compare the content, accuracy, and user-friendliness of Al-generated information on common peri-procedural
questions and complications associated with ESIs, thereby extending the application of Al as a triage tool into pain management and interventional spine procedures.
Methods: We formulated and compiled 29 common patient questions about ESIs and tested ChatGPT’s responses in both general and specific formats. Two inter-
ventional pain specialists reviewed the Al-generated answers, assessing them for accuracy, clarity, empathy, and directness using a Likert scale. Readability scores
were calculated using Flesch-Kincaid Reading Level and Flesch Reading Ease scales. Statistical analyses were performed to compare general versus specific responses.
Results: General queries led to longer, more detailed responses, but readability was similar between general and specific formats. Subjective analysis showed that
general responses were rated higher for accuracy, clarity, and responsiveness. However, neither format demonstrated strong empathy, and some general queries
resulted in off-topic responses, underscoring the importance of precise wording when interacting with Al

Conclusion: ChatGPT can provide clear and largely accurate answers to patient questions about ESIs, with general prompts often producing more complete responses.
However, Al-generated content still has limitations, particularly in conveying empathy and avoiding tangential information. These findings highlight the need for
thoughtful prompt design and further research into how Al can be integrated into clinical workflows while ensuring accuracy and patient safety.

1. Introduction

In the past 2 centuries, many healthcare related technological
milestones have been hit, and at an accelerating rate. Artificial intelli-
gence is poised to be another one of those pinnacle technologic
achievements in human history, and a turning point for many areas of
human life, including healthcare. Artificial intelligence has the chance
to affect healthcare in many facets, including research, development of
new diagnostic methods and therapeutics, medical education augmen-
tation, and improved patient interaction amongst other changes [1-6].

Patient interaction is a particular area of needed focus, especially
given the ubiquitous accessibility of Al platforms such as ChatGPT (GPT

* Corresponding author.

stands for Generative Pre-trained Transformer). ChatGPT, which is a
widely accessible large language model (LLM) developed by OpenAl,
leverages advanced deep learning techniques to generate human-like
text and answer a diverse array of questions [7-9]. This Al platform
utilizes artificial neural networks—sophisticated algorithms that
analyze data and learn autonomously—to create personalized responses
based on its extensive training data.

ChatGPT was launched on Nov 30, 2022, by OpenAlI [10,11]. Within
2 months, it reached 100 million users, making it the fastest growing
consumer app in history [10]. By June 2024, the number of users
increased to 180.5 million (80 % increase since Jan 2023), demon-
strating sustained growth [10]. The availability of ChatGPT to the public
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means patients will be using it to answer their medical questions and are
doing so already [12-14]. Exploring artificial intelligence in the use of
answering patient questions is a necessity in this context.

Of note, there are a multitude of other LLMs available to the public at
this time, including public open-source general LLMs (ChatGLM, Alpaca,
Vicuna, LLaMA, and more recently DeepSeek), open-source medical
focused LLMs (ChatGLM-Med, DoctorGLM, Huatuo, ChatDoctor, Med-
Alpaca), closed-source LLMs (such as Claude, Gemini, MedPaLM and
ChatGPT) and closed-source medical focused LLMs such as Dougall GPT
and OpenEvidence [15]. In a recent study comparing multiple of the
general and medical LLMs listed above against each other across many
medical tasks, GPT-4 (a specific ChatGPT version) outperformed all
other LLMs in most areas, including medical language reasoning tasks
and medical text generation [15].

On the physician side of this discussion, patient interaction with
physicians in the digital age has become more and more difficult over
time in many ways. This has been accelerated by the COVID pandemic
[16-18]. The sheer volume of digital correspondences and the signifi-
cant time they necessitate from physicians are well documented, as well
as the resulting burnout [16-18]. The possibility of artificial intelligence
being used to help answer patient questions could not only help patients
receive quick answers to medical questions but could also help reduce
burnout amongst physicians [12,13]. However, despite their promise,
LLMs are not without limitations. These models can sometimes generate
inaccurate or non-specific responses [19-21], may lack the nuance
required for complex clinical decision-making [19,22], and are influ-
enced by biases present in their training data [23,24]. As we explore
their utility in addressing peri-procedural questions in pain and spine
medicine, it is important to recognize these constraints.

Building upon insights from the study “Artificial Intelligence as a
Triage Tool During the Perioperative Period: Pilot Study of Accuracy and
Accessibility for Clinical Application” (Boyd et al.), which explored AI's
utility in a plastic surgery context, we aimed to test the effectiveness of
Al as a triage tool in a different medical specialty, pain and spine
medicine [25]. Specifically, we focused on AI’s ability to address patient
questions about one of the most common procedures performed in this
field, epidural steroid injections (ESIs). Given the prevalence of patient
inquiries in the peri-procedural context, we concentrated on concerns
regarding procedure risks, complications, and post-procedure care.
Leveraging ChatGPT’s interactive functionality, we theorized its po-
tential as an automated patient assistance tool, capable of providing
on-demand Al responses to clinical questions about ESIs. Our goal was to
evaluate and compare the content, accuracy, and user-friendliness of
Al-generated information on common peri-procedural questions and
complications associated with ESIs, thereby extending the application of
Al as a triage tool into pain management and interventional spine
procedures.

2. Methods
2.1. Al program selection

ChatGPT (OpenAl, San Francisco, California) served as the Al plat-
form for this study due to its extensive adoption and accessibility.
Although publicly available, a premium subscription was utilized to
access the latest version of the Al at the time (GPT4o0).

2.2. Access timeline

ChatGPT (GPT4o0) was accessed in August 2024. A total of 29 ques-
tions related to epidural steroid injections were selected for analysis.
Each question was presented in two formats: a general version (e.g.,
“epidural steroid injection nerve damage”) and a specific version (e.g., “I
had an epidural steroid injection. How do I know if I have nerve
damage?").

Interventional Pain Medicine 4 (2025) 100592
2.3. Query methodology

The questions were designed to reflect common patient concerns
about epidural steroid injections and were determined through expert
consensus among the authors based on clinical experience. A new entry
was created for each individual query, generating 58 total entries (29
general [Table 1] and 29 specific [Table 2]). This approach was used to
minimize potential bias from previous inputs within the same entry. This

Table 1
General queries.

General GPT 40 Queries

. Epidural steroid injection bruising

. Epidural steroid injection right after

. Epidural steroid injection what not to do afterwards
. Epidural steroid injection is it working

. Epidural steroid injection rest afterwards

. ER after epidural steroid injection

. Epidural steroid injection nerve damage

. Epidural steroid injection feeling worse

. Epidural steroid injection sleep position

10. Epidural steroid injection pain relief length

11. Epidural steroid injection recovery

12. Epidural steroid injection side effects

13. Epidural steroid injection exercise

14. Epidural steroid injection driving

15. Epidural steroid injection restarting medication
16. Epidural steroid injection pain

17. Showering after epidural steroid injection

18. Pain medication after epidural steroid injection
19. Epidural steroid injection numbness

20. Epidural steroid injection weakness

21. Epidural steroid injection incontinence

22. Epidural steroid injection fever

23. Epidural steroid injection headache

24. Epidural steroid injection relief

25. Restrictions after epidural steroid injection

26. Epidural steroid injection normal activity

27. Epidural steroid injection repeat

28. Medication avoidance after epidural steroid injection
29. Epidural steroid injection physical therapy

O 0N WN =

Table 2
Specific queries.

Specific GPT 40 Queries

1. I had an epidural steroid injection and now I have bruising. What should I do?

2. Thad an epidural steroid injection. What should I expect right after the procedure?
3. I had an epidural steroid injection. What should I not do after the procedure?

4. I had an epidural steroid injection. How do I know if the injection is working?

5. I had an epidural steroid injection. How long should I rest for?

6. I had an epidural steroid injection. When should I go to the ER?

7.1 had an epidural steroid injection. How do I know if I have nerve damage?

8. I had an epidural steroid injection. Is it normal to feel worse?

9. I had an epidural steroid injection. What is the best position to sleep?

10. I had an epidural steroid injection. How long will pain relief last?

11. I had an epidural steroid injection. How long does it take to recover?

12. I had an epidural steroid injection. What are the side effects?

13. 1 had an epidural steroid injection. When can I exercise?

14. T had an epidural steroid injection. When can I drive?

15. I had an epidural steroid injection. When can I restart my normal medications?
16. I had an epidural steroid injection and now I have pain. What should I do?

17. 1 had an epidural steroid injection. When can I shower?

18. I had an epidural steroid injection. What should I take for pain medication?

19. I had an epidural steroid injection and now I have numbness. What should I do?
20. I had an epidural steroid injection and now I have weakness. What should I do?
21. Thad an epidural steroid injection and now I have incontinence. What should I do?
22. I had an epidural steroid injection and now I have fever. What should I do?

23. I had an epidural steroid injection and now I have headache. What should I do?
24. I had an epidural steroid injection. When should I start feeling better?

25. T had an epidural steroid injection. What are my restrictions?

26. I had an epidural steroid injection. When can I resume my normal activities?
27. 1 had an epidural steroid injection. Will I need repeat injections?

28. 1 had an epidural steroid injection. Are there any medications I need to avoid?
29. I had an epidural steroid injection. Can I resume physical therapy?
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Table 3
Revised queries.

Original Query Revised Query

6) Epidural steroid injection ER
17) Epidural steroid injection

6) ER after epidural steroid injection
17) Showering after epidural steroid

showering injection

18) Epidural steroid injection pain 18) Pain medication after epidural steroid
medication injection

25) Epidural steroid injection 25) Restrictions after epidural steroid
restrictions injection

28) Epidural steroid injection
medication avoidance

28) Medication avoidance after epidural
steroid injection

is an analogous methodology to the Boyd et al. paper mentioned in the
introduction [25].

Of the initial queries, 5 needed to be reworded in order for the query
to pertain directly to the topic of interest (Table 3). All 5 of these queries
were general. They were items 6, 17, 18, 25 and 28. The originals and
changes can be seen in the table below. Change to item 4 was also dis-
cussed for potential change, but was not pursued as it was determined
that the rewording would make it the same as the specific query. This
item is talked about further in the Discussion section.

2.3.1. Output analysis

2.3.1.1. Objective metrics. All twenty-nine general and specific patient
questions were analyzed for readability and structure using an online
readability score checker and verified manually. The following question
structure components were calculated: word count, characters, senten-
ces, words per sentence, and characters per word. Also, the Flesch
Kincaid Reading Level and Flesch Kincaid Reading Ease were calculated
using the online readability score checker. The website: Readability
Checker - Readability score test was utilized which is a 100 % free
readability score test tool from Prepostseo Services developed and
owned by Enzipe Software House.

2.3.1.2. Subjective metrics. These Al-generated outputs were assessed
independently for the following subjective metrics by two interventional
pain management physiatrists who served as subject matter experts:

1. Quality and Accuracy of information (“answer is clinically accurate,
and soundly answers the patient’s question")

2. Respectful and Empathetic (i.e., bedside manner) (“answer expresses
respect and empathy")

3. Clarity and Understandability (“answer is clear and unambiguous™)

4. Directness and Responsiveness (“answer was direct and responsive to
the patient’s question")

A 5-point likert scale was used for each of the above items (1 -
strongly disagree, 2 - disagree, 3- neither agree or disagree, 4 - agree, 5 -
strongly agree).

A 2-point binary scale (“By yes or no, please indicate whether the
query outputs included—") was used for the below items:

1. Discussion with physician
2. Follow postoperative instructions

2.3.1.3. Statistical analysis. Inter-rater reliability (IRR) was calculated
using weighted Cohen’s kappa [or Intraclass Correlation Coefficient
etc.], to assess agreement between raters. Data are presented as mean +
standard deviation (SD) for continuous variables and as frequencies/
percentages for categorical variables. Descriptive statistics, Mann-
Whitney U test, and chi-square tests were performed as appropriate to
compare groups. Statistical analyses were conducted using Python
3.11.5. A predetermined significance level of p < 0.05 was considered
statistically significant. Effect sizes (r) were interpreted using
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conventional thresholds: small (~0.1), medium (=~0.3), and large
(>0.5). For visualizations of parametric comparisons, error bars repre-
sent 95 % confidence intervals around the mean.

3. Results
3.1. Objective statistics

The general responses (Table 4) had a mean word count of 347.93
(SD = 87.59) [Fig. 1] and a mean character count of 1872.76 (SD =
499.00) [Fig. 2]. The average number of sentences was 18.76 (SD =
6.19) [Fig. 3], with a mean of 19.11 words per sentence (SD = 2.34)
[Fig. 4] and 5.34 characters per word (SD = 0.24) [Fig. 5]. For read-
ability, the Flesch-Kincaid Grade Level averaged 13.08 (SD = 1.49)
[Fig. 6], and the Flesch Reading Ease score was 35.31 (SD = 8.81)
[Fig. 7].

The specific responses had a mean word count of 244.03 (SD =
69.15) [Fig. 1] and a mean character count of 1213.61 (SD = 407.89)
[Fig. 2]. The average number of sentences was 12.07 (SD = 4.02)
[Fig. 3], with a mean of 20.39 words per sentence (SD = 3.27) [Fig. 4]
and 5.18 characters per word (SD = 0.24) [Fig. 5]. For readability, the
Flesch-Kincaid Grade Level averaged 12.97 (SD = 1.68) [Fig. 6], and the
Flesch Reading Ease score was 38.96 (SD = 8.47) [Fig. 7].

Table 4
Objective statistics summary table (objective general and specific response mean
comparison).

Query Component General Responses Specific Responses

Mean Word Count

Mean Character Count
Average Number of Sentences
Mean Words per Sentence
Mean Characters per Word
Flesch-Kincaid Grade Level
Flesch Reading Ease score

347.93 (SD = 87.59)
1872.76 (SD = 499.00)
18.76 (SD = 6.19)
19.11 (SD = 2.34)
5.34 (SD = 0.24)
13.08 (SD = 1.49)
35.31 (SD = 8.81)

244.03 (SD = 69.15)
1213.61 (SD = 407.89)
12.07 (SD = 4.02)
20.39 (SD = 3.27)
5.18 (SD = 0.24)
12.97 (SD = 1.68)
38.96 (SD = 8.47)

450 +

B General
I Specific

Count

T
Word Count

Fig. 1. Mean word count.

B General

2,000 1872.8 [ Specific

1236

T
Character Count

Fig. 2. Mean character count.
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657 * %k
6.0 B General
5.5 N
s I Specific
4.5+
4.0
8 a5
§ 30+
25+
20
1.5
1.0
05
0.0
Characters per Word
Fig. 5. Mean characters per word.
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Flesch-Kincaid Grade Level

Fig. 6. Average flesch-kincaid grade level.

Prior to statistical analysis, Shapiro-Wilk tests were conducted to
assess the normality of the data. All metrics showed normal distribution
(p > 0.05) except for words per sentence in general responses (p =
0.001). Independent t-tests were conducted to compare the general and
specific responses (df = 28) (Table 5). Word count differed significantly

Interventional Pain Medicine 4 (2025) 100592

B General
[ Specific

Score

Flesch Reading Ease

Fig. 7. Average flesch reading ease.

Table 5
Objective statistics summary table (objective general and specific response
comparison).

Objective General and Specific Response  Test Used t/U p-
Comparison value value
Word Count t (28) t=>5.23 <
0.001
Character Count t(28) t=5.57 <
0.001
Sentence Count t (28) t=4.96 <
0.001
Words per Sentence Mann- U=98 0.082
Whitney U
Characters per Word t(28) t=2.58 0.005
Flesch-Kincaid Grade Level t(28) t=0.27 0.79
Flesch Reading Ease score t(28) t=-1.72  0.097

between general and specific responses, t(28) = 5.23, p < 0.001, d =
1.31, with general responses having higher word counts (mean differ-
ence = 103.90, 95 % CI [63.20, 144.60]). Character count was also
significantly higher for general responses, t(28) = 5.57, p < 0.001, d =
1.45 (mean difference = 659.15, 95 % CI [421.25, 897.05]). Sentence
count showed a significant difference, t(28) = 4.96, p < 0.001,d = 1.28
(mean difference = 6.69, 95 % CI [3.99, 9.39]). Words per sentence was
analyzed using a Mann-Whitney U test due to non-normal distribution in
the general responses, showing no significant difference, U = 98, p =
0.082, r = 0.33. Characters per word showed a significant difference, t
(28) =2.58, p=0.005, d = 0.67 (mean difference = 0.16, 95 % CI [0.04,
0.28]).

For readability, no significant differences were found in the Flesch-
Kincaid Grade Level, t(28) = 0.27, ns, d = 0.07 (mean difference =
0.11, 95 % CI [—0.11, 0.33]), or the Flesch Reading Ease score, t(28) =
—1.72,p=0.097, d = —0.42 (mean difference = —3.65, 95 % CI [-7.65,
0.65]).

3.2. Subjective measures (including changes to grades)

After the first round of analysis was completed, we discovered a low
interrater reliability in several yes/no scores provided by the subject
matter experts. The raters then conducted a round of consensus making
and resolved the differences. Notably, the disagreements came from
wording ambiguity of Al generated responses and the raters’ interpre-
tation of these two 2-point queries.

In the general questions cohort, there was a discrepancy noted be-
tween the raters’ grading of question 4 (“Epidural steroid injection is it
working”). The responses to this question centered around the mecha-
nism of action of epidural steroid injections, instead of describing if the
injection is working. This led to a significantly lower score for the
quality and accuracy category for one of the raters. A discussion between
the raters clarified the ambiguity of the response and led to a consensus
of the grading of this question.
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e B General
[7 Specific

Clarity and Understandability Directness and Responsiveness

Fig. 8. Subjective metrics comparison.

The consensus mean score for Respect and Empathy was 3 for all of
the answers to the general and specific questions, implying that the
raters’ neither agreed or disagreed that the answers demonstrated
respect or empathy. This category had the lowest mean score from the
raters, with all other categories averaging a mean score >4.

3.3. Subjective statistics

The comparison between general and specific questions was evalu-
ated using the metrics of Quality and Accuracy, Respect and Empathy,
Clarity and Understandability, and Directness and Responsiveness,
analyzed with the Mann-Whitney U test [Fig. 8] (Table 6). General
questions scored higher in Quality and Accuracy (M = 5) compared to
specific questions (M = 4, U = 622, p = 0.0008, r = 0.41). In Respect and
Empathy, the two types of questions received identical scores (M = 3, U
=420.5, p =1.00, r = 0.00). For Clarity and Understandability, general
questions again scored higher (M = 5) than specific ones (M = 4, U =
478.5, p = 0.31, r = 0.12). Similarly, for Directness and Responsiveness,
general questions (M = 5) outperformed specific ones (M = 4, U = 610,
p = 0.0007, r = 0.39)

Table 6
Summary table of subjective statistics (CSubjective general and specific question
comparison).

Subjective General and General Specific Mann-Whitney
Specific Question Question Question U test (U), p-
Comparison Consensus Mean Consensus Mean value (p), 1-
Score (M) Score (M) value (r)
Quality and Accuracy M=5 M=4 U =622.0,p=
0.0008, r =
0.41
Respect and Empathy M=3 M=3 n/a
Clarity and M=5 M=4 U=4785,p=
Understandability 0.313,r=0.12
Directness and M=5 M=4 U=610.0,p =
Responsiveness 0.0007, r =
0.39
Table 7

Summary table of subjective statistics (categorical evaluation comparison for
general and specific questions).

Categorical Evaluation Comparison  General Specific Chi-

for General and Specific Questions Questions Questions Squared
test

Discuss with Provider N=26 N=10 0.0357

Follow Postoperative Instructions N=11 N=10 15.09

B General
[ Specific

Number of 'Yes' Responses

Discuss with Provider

Follow postoperative instructions

Fig. 9. Categorical evaluation.

For categorical evaluations (yes/no responses), chi-squared tests
were used to analyze differences in frequencies (Table 7). General
questions resulted in more “Yes” responses for Discuss with Provider (N
= 26) compared to specific questions (N = 10, y? = 0.357, not signifi-
cant) [Fig. 8]. Additionally, a slightly higher number of general ques-
tions (N = 11) included “Follow postoperative instructions” compared to
specific questions (N = 10), with a significant difference (3> = 15.09, p
= 0.0001) [Fig. 9].

4. Discussion

Overall, the general responses were found to have a greater word
count, character count, sentence count, and characters per word than
specific responses. Words per sentence, Flesch-Kincaid Grade Level and
Flesch Reading Ease score were not statistically significantly different
between general and specific responses. In totality, from an objective
perspective, it appears that general responses overall were more
comprehensive answers. This was true without sacrificing readability as
seen by the lack of statistically significant differences in the readability
scores. However, it needs to be emphasized that just because an answer
is longer, doesn’t make it overall better. This was further addressed in
the subjective analysis discussed below. This factor highlights the
importance of continuing to develop and use structure content evalua-
tion beyond surface level metrics. Additionally, it must be acknowl-
edged that AT LLMs tend to produce content with a higher reading grade
level than the US population average [31,32]. To this point, the National
Institutes of Health and the American Medical Association both
recommend patient education material being written at no higher than a
6th grade level [32]. LLM models don’t have intrinsic awareness of
health literacy boundaries unless otherwise explicitly constrained, and
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even then, might overshoot the hoped for reading level [33].

In subjective domains, general queries scored higher in quality and
accuracy, clarity and understandability, and directness and respon-
siveness. Respect and empathy are discussed below. Additionally, gen-
eral queries had a statistically significant higher rate of answers that
included recommendation to discuss concerns with the provider, as well
as recommendation to follow postoperative instructions. These factors
do in fact seem to indicate that the general queries yielded more com-
plete and more helpful answers. This is an incredibly important finding
because it encapsulates the paradigm shift from prior human-
technological interfaces to interfaces in the Al era. In the past, it has
usually been thought that to get the best answer, you need to be as
specific as you can. But in the era of Al, the technology can take very
little information and fill in the picture very well around it [26]. And as
seen in this study, giving the Al the chance to answer how it wants leaves
the space for a more complete answer. However, this is not always the
case, as discussed below. This ties very closely into the concept of
prompt engineering, which is becoming a more and more important part
of science and technology given the power of Al [26-28].

There are multiple lessons to take away about prompt engineering
from this study. One lesson is that open ended questions can yield more
comprehensive results [26]. However, on the flip side, it is also thought
that the more specific the prompt is, the more accurate the response is
likely to be [19]. Perhaps the most important lesson to take away about
prompt engineering from this study, is that increased experience leads to
better results. For instance, for those 5 general queries that needed to be
reworded, lessons can be taken away and applied in future rounds of
interaction. That is a large part of prompt engineering, gaining famil-
iarity with the specific LLM, trialing different methods of communica-
tion, and learning over time the best way to yield the results of interest
[26,27].

On the flipside of the power of the general queries, are the 5 ques-
tions that did not yield relevant answers to the general questions
designed. So much so, that 4 of the questions had to be redesigned and
one could not. This shows the negative of being too general, as the Al can
be misled and answer off topic. These were examples of how nonspecific
queries can lead to ambiguous Al responses. However, even though it
was not examined in this study, a response can be input clarifying the
question within the same query. Given this is a fact of interaction with
LLMs, perhaps this issue within the study is not as large of a problem in
the real world as we might be making it out to be.

Another component of interaction with LLMs is the risk of halluci-
nation [21,22]. Hallucinations are essentially nonsensical or fabricated
information that the LLM creates but does not exist in real life [21,22].
An example could be an LLM citing a paper that does not actually exist.
When integrating LLMs into patient care, caution must be taken by
physicians regarding these Al hallucinations, as some responses can lead
to false or misleading outputs and effect real-world decisions in a
harmful way.

Respect and Empathy receiving all 3s signified that both reviewers
neither agreed nor disagreed that the answers expressed respect and
empathy. In a sense then, the answers were not abjectly rude but were
not empathetic either. This is a topic that could have an entire paper
dedicated to it by itself, the possibility and importance of Al achieving a
more consistent and appropriate display of empathy, especially in the
context of something as personal as healthcare. While LLMs are indeed
being used in healthcare, even in fields as interpersonal as mental
health, there is a limit acknowledged in other studies, whereas LLMs
lack the ability to genuinely express or invest in emotions, so they
cannot express authentic empathy which can be necessary in the very
critical healthcare situations [29].

Low IRR to start, which reflects initial discrepancy in reviewer
evaluations, highlights the inherent challenges of subjectively analyzing
Al generated answers. This is especially true given the nuances in LLM
output, where even small variations in tone, content, phrasing, and
formatting can lead to different interpretations. However, it should be
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noted that all discrepancies were resolved after a round of consensus
finding between the 2 reviewers.

In comparison to the Boyd et al. paper comparing general and spe-
cific queries for patient questions related to reduction mammaplasty,
their paper also found that general queries tended to yield longer an-
swers in most objective domains but no difference in reading level from
specific queries [25]. However, they found that specific questions were
more likely to recommend discussion with provider than general ques-
tions, whereas our study found the opposite [25]. This difference could
be due to the difference in the ChatGPT version that was used, though
Boyd et al. do not mention what version is used in their study. Alter-
natively, the difference could be due to the different specialty focus,
different specific questions, or any number of other factors.

Other studies involving LLMs in medicine, such as Liu et al.’s
Leveraging large language models for generating responses to patient mes-
sages — a subjective analysis, and Chen et al.’s The effect of using a large
language model to respond to patient messages, analyzed how different
LLMs performed compared to each other and compared to physician
responses to patient questions [16,17]. Our study and the Boyd et al.
study differed in that it focused on one LLM and focused on different
kinds of prompts used in that LLM.

The potential clinical impact of LLMs is enormous in healthcare. For
patients, there is potential to receive answers to medical questions on a
much quicker basis, and essentially 24/7. For physicians, there is po-
tential to streamline communication which would almost certainly
diminish burnout which has become such an issue in today’s online
patient messaging age [16-18]. These LLM platforms could be inte-
grated into patient medical portals for instance and be used as a first pass
in answering patient questions, with physician oversight as discussed
below. Of note, integrating LLMs into the workflow in industries such as
real estate and insurance have shown promise but have had mixed re-
sults, serving as important lessons for the healthcare industry [34,35].

In terms of real-world factors to consider, ethical and legal consid-
erations cannot be ignored. Patient questions regarding their health
inherently involve issues of safety [30]. If an LLM response fails to
answer the question appropriately, and there is no physician oversight of
the communication, this could lead to adverse patient events. In this
context then, it is important that LLMs and Al remain an adjunct to
patient-physician communication as opposed to a replacement [23]. A
system where an LLM formats a possible answer but needs physician
confirmation prior to response is a possibility. Patient safety and optimal
outcomes should remain the leading point of any discussion.

Future directions of study could be manyfold. First, other LLMs could
be analyzed, such as Google’s Gemini and Meta’s LLaMA. They could be
analyzed independently or compared to each other. Likewise, different
versions of ChatGPT could be compared to each other, such as 4o
compared to the o-series. Or answers from human physicians could be
compared to LLMs. While there are many papers analyzing comparisons
such as the above, there is a dearth in the pain and spine space, and
especially with differences in prompt. Another direction could be to
conduct the same analysis on a different topic within pain and spine (ex:
medial branch blocks) or within an entirely different specialty (ex:
colonoscopies for GI). Moving into an applied space is also a possibility,
and a study could be done with actual patients, having the patient ask
questions to a LLM and assessing how they feel about the responses. Or, a
pilot study could be constructed in the outpatient setting, having the
patient ask questions to an LLM before seeing their physician and sub-
sequently assessing the accuracy of the LLM response.

5. Limitations

The specifics of the study design also contained limitations within it.
First off, only ChatGPT was used, no other LLM was used, even though
there were several other commonly used LLMs available at the time the
queries were run (ex: Google’s Gemini, Meta’s LLaMA). Additionally,
only one version of ChatGPT was used, even though multiple versions

Descargado para Lucia Angulo (lu.maru26@gmail.com) en National Library of Health and Social Security de ClinicalKey.es por Elsevier en junio 19,
2025. Para uso personal exclusivamente. No se permiten otros usos sin autorizacion. Copyright ©2025. Elsevier Inc. Todos los derechos reservados.



T. Olivier et al.

were available. However, the most advanced version at the time was
used. The rate of technological progression is rapid in the Al space right
now though, so that version (ChatGPT40) is now already 2 versions old.

Another specific part of the study design that could be a limitation is
that only 2 physicians reviewed and graded the queries. A larger number
of reviewers would have increased the sample size for subjective as-
sessments, enhancing the statistical power and overall strength of the
findings, especially in the context of inherent variability when involving
subjective evaluations. This is an especially important factor considering
the low IRR after the first round of reviews. Additionally, only 4 likert
scale items and 2 binary questions were assessed. A greater number of
assessed domains might have led to a greater overall understanding of
the data, such as clinical appropriateness.

Limitations from the prompts themselves were also at play. This was
exemplified by the 5 general queries that had to change their wording,
and the one query that was being considered for wording change but was
decided to not proceed as it would have become too like the specific
query. In a manner of speaking, the answers are only as good as the
questions that the Al is given, so the Al being given ambiguous or poorly
worded questions may result in suboptimal or tangential responses.

Another prompt limitation is how the questions were decided upon.
The study used an expert consensus panel to accumulate 29 common
post-procedural patient questions about ESIs. While these patient
questions were based on long careers of clinical experience, they were
not questions created by patients themselves, which could certainly
limit the applicability of these results to real world scenarios. This is
especially true given the importance of precise wording in using LLMs
and inherent health literacy limits in the general population, where
certain medical phrases can be confused or misunderstood by patients
but are crucial to yielding a useful answer from an LLM. For greater
context, the American Medical Association and the United States
Department of Health and Human Services recommend that medical
information intended for patients be written at the sixth-grade level,
whereas both general and specific responses in this study were around
the 13th grade [25]. Of note though, LLMs can adjust reading level if
asked (by asking it specifically to be written at a certain grade level, or
simply requesting that the answer be simplified).

Along the lines of the study being physician driven rather than pa-
tient driven is that it was physicians analyzing the answers instead of
patients. For a study that is more pertinent to patients, it is a limit that
patients were not involved in the analysis of the Al answers, as there are
a lot of important pieces of information that could have been gleaned
from that analysis. It would be important to have this analysis in the
context of wide variability in health literacy and cultural differences
among patients as well, given factors such as these could affect inter-
action with an LLM.

LLMs like ChatGPT also inherently contain variability in their re-
sponses. You can ask the same question multiple times, and you will get
a different answer each time. This was not controlled for in this study. In
the future, asking the same question multiple times and then analyzing
the answers as a group could be a way to control for this limitation.

A final limit relates to part of the discussion section, where future
directions are brought up. These study results are purely for pain and
spine medicine using ChatGPT. While there is potential that other LLMs
and questions relating to other specialties could yield similar results, the
generalizability to those contexts is not guaranteed. This is also true for
this specific version of ChatGPT used, as future versions might yield
different results.

6. Conclusion

General queries yielded answers that were longer in all objective
domains except words per sentence but scored the same as specific
queries in readability. General queries also scored higher in quality and
accuracy, clarity and understandability, and directness and respon-
siveness. Respect and empathy were lacking in both general and specific
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responses, and there was no difference between the two. Also of note,
the only queries that needed to be reworded due to tangential answers
were general queries. Therefore, in conclusion, general queries yielded
overall higher quality answers, but with the risk of yielding off topic
answers in this study. This study enforces the importance of proper
prompt engineering, the power of LLMs, and the potential it has in the
healthcare space for providers and patients.
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